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1 Introduction

The purpose of the decision support system (DSS) in TELEMAC is, in essence, to provide automated assistance to the local operator at a plant about what to do in a given situation. It is the responsibility of that operator to take actions to ensure the safe and efficient running of the plant, and those actions require specific decisions, which should be supported by the TELEMAC system. Decision support is part of the fault diagnosis and identification (FDI) function of TELEMAC, since the actions that the operator must take are related to dealing with faults or other abnormal conditions (whether actual or anticipated).

When the digestion process is in an abnormal condition, an important part of support to the operator is simply saying what the condition is. The action or range of actions to take might follow trivially from this. For example, the abnormal condition ‘hydraulic overload’ implies that the inflow rate should be reduced, while ‘toxicity’ implies that some toxin has entered the digester and should be eliminated. Thus the link with FDI is a close one.

The DSS module complements other sources of support such as advice from remote experts. One of the strengths of the TELEMAC approach is this complementarity, offering robustness against failure and the opportunity to take advantage multiple knowledge sources. However, the fundamental principle of TELEMAC, expressed in deliverable D4.1 section III.1 is that ‘maximum of expertise will be put at the local level and the remote level will only react when the supervision system at the local level is unable to decide about the best decision to be taken or when the human expert in the TELEMAC remote control centre decides to do so.’ Therefore the DSS module is primarily something that operates at the local level, though it may be customised and calibrated at the remote level.

At the remote level, the DSS module can build on the TELEMAC principle of leveraging multiple plants. To be more precise:

· The local DSS runs at a local plant and gives specific advice in support of the operator.

· The remote DSS might also run as a real-time system at the TCC, or alternatively serve as support for set-up, maintenance and improvement of the local level. In any case it can take advantage of knowledge obtained from multiple plants and from data over long time periods.

This deliverable is organised in precisely this way: Chapter 2 describes the local DSS, and Chapter 3 the remote level. Work on the remote level has used data mining techniques, while the local level is based on the management of results provided by Evidence Theory approach (see deliverable D4.3 for details about this approach).

This deliverable is particularly closely related to several others.

· D4.3 (‘At of algorithms ready to be implemented in order to tackle the FDI objectives either at the local level or after alerting the expert centre’). The present deliverable builds on this, focussing on questions of particular interest in the context of decision support in TELEMAC, and presents results and techniques found successful and to be made available as part of the TELEMAC toolkit.

· D4.5 (‘Final supervision system module’). This will be the final module including decision support for selected pilot sites in the project, with implications for the general customisable toolkit. The discussion in D4.4 on integration into the TELEMAC system will be of particular relevance.

· D5.3d (‘Customisable software and final report on TELEMAC software’). This will define the TELEMAC platform and customisation procedures.

Decision support at the local level

1.1 The basic approach

As presented in Deliverable D4.3, since all anaerobic digestion processes do not present the same level of instrumentation, a bank of small diagnosis modules has been preferred to a unique diagnosis structure, each of these modules managing a limited number (2 or 3) of sensors. A set of 10 diagnosis modules (see Figure 1) has been developed from the list of on-line sensors generally available on anaerobic digestion processes: input flow rate (qIn), pH, gas flow rate (qGas), CH4 and H2 concentration in the gas phase, volatile fatty acids concentration (VFA). Theses modules are fuzzy inference systems based on a set of expert rules, linking semantic values (e.g., “weak”, “normal”, “high”) of the input variables to a process state defined in the previous section. However with a limited number of inputs, it is not possible to isolate each operating conditions from only one module, i.e. when looking at only two sensors, some states cannot be differentiated. For example, in the case of the diagnosis module based on pH and qIn, a rule is formulated as:

If the pH is normal and its trend negative, and if the input flow rate is normal or weak,

then the possible states are ‘Organic Overload’ or ‘Toxicity’.

Each fuzzy inference system evaluates the level of probability that each of its output (‘Normal’, ‘Hydraulic Overload’, ‘Organic Overload or Toxicity’, …) is the current one. This partial conclusion is formulated according the Dempster-Shafer theory formalism. This formalism allows one to manipulate non-necessarily exclusive events and thus to represent explicitly process uncertainty. This theory is considered as an alternative to the probability theory. More details about the Dempster-Shafer theory and its application to a pilot scale process can be found in D4.3.
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Figure 1: Overall structure of the diagnosis system

In addition to modularity, the main interest to express the results of each fuzzy system into this formalism is that they can be easily combined together. Moreover, results of all modules, noted Fi in Figure 1, will be weakened by a factor i corresponding to the confidence one can have in the results of a module. These confidence indexes were not included in D4.3 and as a consequence, they will be described in this deliverable. In fact, they are computed on the basis of the related module structure (i.e., number and nature of inputs) and on the uncertainty associated to the measurements and determined when managing the sensors network. More precisely, in the present version of the diagnosis TELEMAC software, each variable (e.g., on-line or off-line measurements, expert judgement, …), has a predefined lifetime, this lifetime being related to the dynamic of the process (e.g.,  the hydraulic retention time), the confidence in the way the variable is set (e.g., the precision and robustness of a sensor for an on-line measurement) and being possibly infinite. In addition, the age of a variable is the time spent since the last change of the value of the variable and the relative age of a variable is defined as the ratio between the age and the lifetime of the variable. It is clear that the higher the relative age of a variable is, the less confident we can be in its value and vice-versa.

This relative age is then combined with the probability of fault obtained through smart sensors network management as depicted in D4.3 if this one is available (it is not possible indeed to provide a diagnosis signal for all sensors). This combination could have been performed with different conjunctive operators whose most common are min and product. Because the product operator is converging too fast to zero, the min operator has been selected.

These different steps (i.e., relative age assessment and combination with probabilities from obtained smart sensors network management) provide us with the dynamic diagnosis confidence index (DCI) that can be further combined with a static DCI.

This static DCI is very useful to assess the rules coherency and performance. It is obtained from the off-line application of each fuzzy diagnosis module to a test case data set that has been labelled by an expert. Each time a fuzzy module assess the correct label, the static DCI is incremented by 2. In case the fuzzy module provides only a valid union of possible states, the static DCI is creased by 1 while it is not increased when the process state assumed by the fuzzy module is not the correct one. When all the data have been processed, the static DCI is normalised to provide a value between 0 and 1. This is typically the role of experts to regularly label a set of representative data in order to reevaluate the adequacy of each diagnosis module. The following table details static DCI obtained for the diagnosis modules already implemented on the INRA's process. It is highly probable that these static confidence index will have small variation from one process to the other one; as a consequence, indexes obtained from another process can be used for a new one.

	Module inputs
	Static DCI

	qgasqin
	0.76

	qgasqinph
	0.73

	qgasqinh2
	0.65

	phqin
	0.6

	phqinh2
	0.6

	vfaqinqgas
	0.71

	vfaqinph
	0.72

	vfaqin
	0.54

	vfaqinch4
	0.51

	h2qin
	0.49

	codtqin
	0.41


Table 1: Static DCI of the diagnosis modules

Remark:
The dynamic DCI is also used within the overall TELEMAC software to turn on/off controllers or observers. Indeed, if the dynamic DCI is too low, the variables that are used cannot be considered as reliable and it allows us to ensure safe operating conditions to the managed processes.

At each interrogation, the Decision Support System evaluates the DCI resulting from the dynamic and the static index. Then, only the most accurate information sources (denoted as On in Figure 1) will be combined to generate an unique point-of-view which is the expression of cross-checking and conflict resolution between all selected sources. The obtained conclusion is an interval of probability for each state and it is possible to take a decision based upon the most probable probability and to fix a minimal threshold for this probability.

Remark:
A too low level for combined static and dynamic DCIs for a normal state is also used within the overall TELEMAC software to call of the remote TCC. Another option that will be implemented in the final version of the supervision system is the possibility to send emails to specific experts to let them know that something is occuring on a process.

1.2 Generalisation of the approach to the industrial scale

The set of rules of each diagnosis module has been developed and validated on a 1 m3 fixed bed reactor from INRA (see deliverable D4.3). The next step was then to study if the approach could be generalised to other processes. We thus focus on the industrial process available at Agralco, since it is a quite different process both in size (i.e., 2,000 m3 instead of 1 m3) and in design (i.e., CSTR with biomass recycling instead of a fixed bed).

The only hypothesis done to use our approach was that only the fuzzification of the input variables (e.g., determination of the measurement ranges in which the pH is considered as low, the VFA concentration as high, …) is specific to an AD process and that the previously rules are generic to the overall AD scheme. 

In other words, diagnosis rules such as "If VFAs are high and pH is low, then organic overload is possible" developed on the INRA process are kept but expert qualifications such as "VFAs are high between 1 and 3 g/l" used in Narbonne are modified to "VFAs are high between 0.5 and 1 g/l" in the case of Agralco plant.

The validation has been carried on two sets of data, corresponding to the activity seasons in 2001-2002 and 2002-2003. Data of 2001 have been used as a learning set to tune the fuzzy membership functions used in each diagnosis module. From prototypes of each situation and from the heuristic knowledge of the plant manager, a first version of fuzzification functions is used to produce preliminary diagnosis results. Then, these results are compared to expected ones and fuzzification in the diagnosis modules are modified until obtaining a good conformity between expected and produced results.

The so-tuned diagnosis system has been validated on 220 days issued from data of 2002-2003 presented in Figure 2 where one can notice:

· from day 0 to 10, the start-up of the process, which is basically an underload phase,

· from day 10 to 21, an increase of pH of the digester, which can be understood as a toxicity phase,

· from day 21 to 45, an hydraulic overload phase with high input flow rate and VFA concentration,

· from day 50 to 67, an organic overload phase with an acidogenesis phase between days 56 and 62,

· from day 72 to 80, an underload phase (characterised by very low input flow rate and VFA concentration and by an increase of CH4 percentage in the gas phase),

· from day 95 to 110, a low hydraulic overload (high input flow rate, increase of VFA concentration and gas flow rate) followed by an organic overload from day 110 to 138 (VFA accumulation, decrease of gas flow rate and of CH4 percentage),

· from day 161 to 173, hydraulic overload followed by an organic overload from day 173 to 200.
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Figure 2: 220 day data analysed at the Agralco industrial plant

Figure 3 presents the obtained results (thin lines) compared to the expected ones (plain lines). The height of the peaks corresponds to a probability that this state is the current one. In other words, when the value is close to one, there is no doubt that this state is the good one but, on the contrary for low values, the diagnosis is quite uncertain and the intervention of an expert (either locally or remotely if not available at the local level) could be recommended.

It can be seen in Figure 3 that results from the diagnosis system compare well with data labelled by a human expert. All major failures (i.e., Toxicity, Acidogenesis, Organic Overload and Hydraulic Overload) are indeed correctly and quickly detected and main differences are observed:

· for the separation between the underload and normal states (see between days 75 and 100), but even for the human expert, the borderline between these two states is not clear;

· for transitions between two failures (e.g., between days 100 and 140), the diagnosis system activates the normal state although the process goes directly from hydraulic to organic overload.

At the local level, the human operator can thus clearly and easily see the state of the process and its dynamics (e.g., when a fault signal increases, the situation can be assumed to get worst while when the signal related to the normal situation increases, the process state is getting better). This provides him with indication of the urgency of the situation and if he needs to do something rapidly or not for the process to recover. In addition, in each case, the situation can be further explained to the human operator through comments written in natural language and associated to a specific situation (e.g., when the hydraulic overload is detected, then an advice is sent to the human operator to lower the incoming flow rate).
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Figure 3: Expected and produced diagnosis results

1.3 Conclusion

Applied on several data sets from an industrial plant and from a pilot-scale process, the presented methodology demonstrated an improvement of diagnosis robustness compared to a non modular approach (i.e., one overall system managing all information sources together) because sensor failures disable only some diagnosis modules and not the whole system. A second interest is the explicit representation of the uncertainty in the diagnosis system. This characteristics indeed provides the human expert with information on the quality of the diagnosis and is of great help when resolving conflicting situations.

It has been also demonstrated that this methodology is:

· easy to apply on any AD process since the developed expert rules are generic and only the tuning of the fuzzy membership functions is specific to a process,

· tolerant to imperfect tuning since an approximate tuning of the fuzzy membership functions leads to approximate results of each module but this uncertainty is partially reduced by the combination performed using the Dempster-Shafer theory.

As a conclusion, the presented methodology provides a modular and robust diagnosis knowledge based system that is able to detect and assess operating states in anaerobic digestion processes. Moreover, because knowledge produced by each module is represented and combined into the formalism of the Dempster-Shafer theory, the system is able to produce the “best” possible conclusions according to the available information and to evaluate its own level of uncertainty and conflict. These last points are very useful for telemonitoring objectives as they are studied within TELEMAC.

Decision support at the remote level

1.4 Results of data mining in TELEMAC

1.4.1 Identification of clusters and rules

1.4.1.1 Justification for using clusters and rule induction

A key role of data mining in TELEMAC is to strengthen or to provide evidence to modify the decision making process in that phase of the FDI system which determines the state of the digester process. One characterisation of the digester process state, which can be simply stated, is a set of physical and chemical quantities at a given time in the digester. Without further analytical assistance, that characterisation is not easily converted to a recommendation for intervention. The FDI, which was described in full in deliverable D4.3, aims to reduce the problem to a limited set of possible states, whose implications can be readily understood by a person responsible for the plant (for example: Organic Overload). Furthermore the FDI aims to determine the state by a straightforward calculation, based on a set of thresholds for each measured quantity and its first derivative. An alternative way of expressing this is that, within the parameter space, a digester process state corresponds to a rectangular, multidimensional box with faces parallel to the axes. Although based on expert understanding of the process, the thresholds for each measured quantity and the rules of combination require corroboration or reasons for modification. Applying data mining to available data has the prospect of providing that corroboration.

We seek a set of rules each of which states that, for a given condition, the digester can be said to be in a certain well understood state. One technique of data mining is to infer rules of that sort.

However, the process state needs to be characterised in such a way that it groups together coherent sets of observations in way that is meaningful and useful to the operator. One way of doing this is to classify the given observations to identify meaningful groups within the multidimensional parameter space. To this end, the experimental data is analysed by clustering techniques. Cluster analysis is used to identify collections of data records such that the multivariate distance between members of the same collection is small.

However when using cluster algorithms, variables that are closely correlated to each other tend to bias the cluster results. The use of principal components analysis (PCA) creates a set of factors which remove this bias.

Thus we have set up a sequence:

· Pre-process the given data as necessary.

· Perform PCA on the data creating a set of significant factors

· Apply a cluster algorithm to the factors

· Reassociate the resulting cluster identifiers with the original data.

· Review the clustered data using visual techniques

· Infer rules using rule induction algorithms using the cluster identification.

· Review the induced rules to assess their significance.

This sequence of operations is now set up. It needs to be driven in a semiautomatic mode so that the choice of algorithm parameters which gives best results is made (such as number of clusters) and this is under preparation and results from this will be presented in later project documents.

Although established algorithms are used for the work, a fundamental problem is to perform a post-processing analysis so that a human expert can have confidence in, assimilate and deploy the results. Visual techniques using multivariate visualization software have been used and properties have been defined to gain this better understanding of the results. Results from this are presented in this chapter.

1.4.1.2 Available data

The initial data is from INRA, dating from January to May 2002 and it has been cleaned and filtered at INRA. The first application of the work to further digesters is being conducted on a long run of data from the Agralco plant 1, on an industrial scale. This is at an early stage.

The INRA study has focussed on 88 days of data measurements sampled at approximately 0.5 hour intervals giving ~4000 time stamped records. There are missing data in the elapsed time ranges, {(0.6, 4.6), (15.6,18.4), (28,29), (67.7,76.8), (83.6,84.4)} days. Table 2 shows basic statistics for the subset of eight sensors selected by experts. The Venn levels will be explained in section 3.1.2.

	 Sensor 
	Venn Level
	Mean
	Min
	Max
	Standard Deviation

	tempdig / oC
	1
	35.2
	27.3
	37.5
	1.07

	qin / (l/hour)
	1
	24.6
	0
	54
	13.1 

	pHdig
	1
	7.2
	5.25
	8.76
	0.4 

	co2Gas / %age
	2
	33.3
	3
	55
	6.6

	qgas / (l/hour)
	2
	203.2 
	0
	481.
	96.8 

	vfadig / (g/l )
	3
	1.809 
	0
	8.37
	1.576 

	tocdig / (g/l)
	4
	1.160 
	0
	4.53
	0.858 

	coddig / (g/l)
	4
	3.9
	0
	17.2
	3.05 


Table 2: Descriptive Statistics for Filtered Sensor Data

Visual characteristics of the data are shown in Figure 4. This is a multiway scatterplot of nine variables, elapsed time and the eight sensors, using the XMDV multidimensional visualization tool. The chart shows an individual scatterplot of each pair of variables. Each individual scatterplot is reciprocated by a reversed plot on the opposite side of the major diagonal, which also each variable plotted against itself. Thus with this set of variables, the leftmost column shows plots of all the sensors against elapsed time and the plot of any sensor against another is independent of time.  In this picture, some points are highlighted in black using XMDV’s brushing tool and reveal projections of all data records for which tocDig is above a certain threshold.
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Figure 4: Multi-variate scatterplot of eight sensors and elapsed time using the XMDV visualization tool

1.4.1.3 Clusters, visual processing and property extraction

1.4.1.3.1 Clustered data

The cluster algorithm used here is one that is mature and is available on the market: the Two Step algorithm from the Clementine data mining system and results are then analysed with post-processing techniques that are described below.

The dataset prepared before submitting to the algorithm includes time, sensor variables and time derivatives. Time is converted from a date to the number of days elapsed since the beginning of the experiment.

A set of 7 sensor variables is chosen, the 8 originally in the dataset, but currently with tocdig dropped because of the expected and realised close correlation with coddig. Further work will re-include this and use PCA to generate appropriate factors. For the purpose of this discussion, these variables are denoted by v1,….. v7 . In addition, there are included the time derivatives of those variables calculated as part of the INRA data filtering: dv1,….. dv7  
Since it is important to understand the process state and treat any recurrence of a similar process state at any time, elapsed time is to be excluded from consideration by the algorithm. However it is then reassociated for visual post-processing of the output results. Therefore elapsed time is included in the dataset submitted to the Clementine cluster procedure, but is tagged to specify that it will not influence the cluster results.

The clustering algorithm generates an identifier, which here we label u, and which is here a number from 1 up to and including the number of clusters being generated on this iteration of the algorithm. The result of the algorithm is that each complete record is assigned to a cluster. Incomplete records are not taken into account by the cluster algorithm.

This algorithm allows the user to specify the numbers of clusters to be found or to leave that unspecified. When left unspecified for this dataset, the algorithm produced 2 clusters. Visual analysis of the of the 2-cluster set showed that, essentially, one cluster is normal running of the digester, with the other appearing to characterise all abnormal states. Since currently the FDI uses up to 5 bands for some variables, it was judged that a 2 cluster set provides insufficient discrimination of process states. Therefore the cluster algorithms were run again, specifying 5 clusters and 15 clusters, the former corresponding to the number currently used in the FDI. Further work will be rerun with a spread of cluster numbers and assessed for the most effective characterisation.

Further work will be rerun with a spread of cluster numbers and assessed for the most effective characterisation.

By assembling all the outputs from iterations of the clustering algorithm and retaining time t, a new dataset is obtained: t, v1, …. v7, dv1,….. dv7,  u5, u15 . Clearly this can be generalised for further iterations.

Furthermore the algorithm provides the cluster centre for each cluster.
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Figure 5: Multiway scatterplot including 2 sets of cluster identifiers

Figure 5 shows a multivariate scatterplot, like Figure 4, but this time with the cluster identifiers for a 15-cluster run included to the right and at the bottom of the other variables. The discrete property of the identifiers is apparent from those additional columns and rows. It can be seen from Figure 5 that some of the variables possess a wide range within a single cluster, which may be surprising. Since multiple variables are presented to the cluster algorithm, it is sufficient that some of the variables are compact, not necessarily all. In addition the chart does not show how many records occupy the same point.

1.4.1.3.2 Inclusion

One of the goals of data mining is not only that it can assist analysts to infer patterns, but that those patterns should also have significance. Since clusters do not conform to a predefined, simple condition, some examination is needed before the expert can be convinced of their significance. Therefore properties of the cluster sets which can be calculated simply or visually inferred are a potentially useful tool.

The first property described is that of inclusion, which can be calculated where there are multiple iterations of the cluster algorithm. A dataset that does not fall readily into clusters may reveal some lack of stability when results for different numbers of clusters are compared.

To use the example of a 5-cluster and a 15-cluster model, it is desirable to seek the extent to which each of the 15 clusters is contained within just one of the clusters in the 5-cluster model.

More precisely, for a given number M, an M-cluster model is described as consisting of M clusters CM,i for i=1,M, where the union of all the CM,i is the complete set of records and each of the pairwise intersections is the empty set. Two values of M are described: i.e. M1 and M2 such that M1<M2.

Then the inclusion measure of cluster CM1,k within the cluster set CM2 is:
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where max is calculated over I=1,M2. An inclusion measure of 100% would imply that CM1,k is wholly contained within just one of the clusters CM2,j
Having defined it, the inclusion measure is readily determined using straightforward calculation and information processing such as can easily be handled by a DBMS. Table 3 below shows the measures of the first 10 clusters, the remaining 5 being between 92 and 96.

	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	…

	96
	88
	100
	100
	76
	100
	96
	100
	91
	99
	…


Table 3: Inclusion measures of clusters. The first row is the identifier of each cluster. The 2nd row is the inclusion measure

For the 15 clusters, the minimum measure is 76% which could be regarded as borderline and requiring further investigation and, for all the other clusters, the measure is 88% or above which is satisfactory.

For greater confidence in the stability of the results, further cluster iterations with different numbers of clusters will be made.

1.4.1.3.3 Compactness 

A further investigation is to determine how compact the clusters are. If some variables have a narrow variance within a particular cluster, it is then possible not only to begin to characterise the process states, but also to determine which variables and what ranges of those variables are responsible for a cluster algorithm identifying that cluster. For a given variable within a given cluster, a per-cluster width measure is used and is expressed as a percentage. This is based on the standard deviation of that variable within that cluster, by comparison with the standard deviation of that variable within the whole dataset.

Initial results suggest that, in a 15-cluster run, all but 3 clusters contain at least one variable or derivative whose per-cluster width measure within the cluster is less than 40%. 7 out of 15 have at least one variable or derivative whose per-cluster width measure is less than 25%. Potentially these clusters and the variables within them offer potential for identifying criteria for process states.

In Figure 6, one of these clusters is shown in black, all other clusters are shown in grey. The set of displayed variables is restricted to those whose per-cluster width measure is low and their derivatives against time is included. In addition the emphasis in black is restricted to positive values of the derivative dvfadig.
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Figure 6: Multiway scatterplot of selected variables, their derivatives and cluster identifiers

1.4.1.3.4 Succession

A further property is intended to determine the time sequence of clusters. A crude measurement can be gained as follows. For each contiguous time sequence of records within a given cluster, determine the cluster that succeeds it. Excluded from consideration here are those contiguous time sequences which are immediately followed by missing records

It is possible to determine predecessor clusters in a similar way.

Initial results suggest that: 

· For the 15-cluster model, a transition occurs in approximately 6% of the records or on average approximately every 8 hours.

· In several cases, for a given cluster that is involved in a large number of transitions, two successor clusters form a large majority of the successors.

· Similarly for certain clusters, it is possible to identify a small set of possible predecessor clusters.

1.4.1.4 Further tests

The determination of clusters is aimed at identifying process states and how those states are derived. As stated earlier, the FDI operates by classifying each variable according to thresholds and by combining the results of each now discretised variable according to a set of rules. Clusters in general and these clusters in particular do not conform to the rectangular shape that would make the transfer of results straightforward.

Therefore further tests would identify:

· Whether some determined clusters could be recombined without loss of relevant information

· Whether each resulting cluster could be characterised by in a simple way by a small number of dominant variables, which would be based on results of the compactness property discussed earlier. 

A further way of identifying the characteristics of a cluster will be to apply associative rule induction using membership of a cluster as a target variable.

1.4.1.5 Agralco data

Some preliminary analysis is made of the Agralco industrial plant data. The intention is to apply to this dataset the techniques developed on the INRA data.

The data is obtained from the ERCIM/TELEMAC web site. Some pre-processing has brought all sensor data onto a common time base of a datum per day. Some plots against time are shown in Figure 7. In all cases, the x-axis is elapsed time in days since the start of the period. In turn, each sensor being considered is on the y axis. Wherever any sensor data is missing from a record, the record is omitted from the plots. Long gaps when some data is not available can be easily seen in each case by the presence of a straight line joining two values at the same time on each graph. The units are as in the ERCIM/TELEMAC web site.

In Figure 8, a multiple pairwise plot is shown using XMDV. The subset of  points coloured red, is selected to be a short period which leads up to a medium-high VFA and COD, approx 330 to 350 days elapsed time. Notice that some variables (such as CO2, a daily measurement) appear in stripes which indicates some quantisation in the sensor. The colours in XMDV are set to be: non-highlighted data, pale green; highlighted, dark red; the grid; the background of the selected region, very pale green. The colours are chosen so that a reasonable contrast is obtained if printed in black and white.

[image: image11.png][ Plot of ElapseTime

File

I plot o Elapser
BlEie

6000
5000
4000

£ 3.000-
2000
000

o

[ plot o ElapseTime

~=lolx|

et O gonerate [l - (o)

B - et © oo (Dl

~=lolx|

I (o]

W0 o o 760

~=lolx|

d

Edt O cenerate | ] 2 E(e]

T w0 0 @0 &0 w8 7

~=lolx|

Ele | Edt ) generate | ] Bz
a5 ]
= o
= WJW
-
T @ wm  an w7
[ Plot of ElapseTime v. qGas n
Ele | Edit ) Generate JE
150000
3 100000
a0000 ’J
0

£
Brile - Edit © cenerate |l o]

=0l ]

(e

4000

3000

2000

VrADig

10004

0

Brile - Edit © cenerate |l o]

760
~=lolx|

(o)

15.000-

10.000-

coooig

5000

E

T e e a0 a0

ElapseTime





Figure 7: Plots of data from Agralco, plant 1 – industrial. Period is 2002-01-09 to 2004-01-06.
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Figure 8: Multiple pairwise scatter plots of the Agralco industrial data using XMDV

Sensor combinations

1.4.1.6 The approach

As explained in section 3.VI of deliverable D4.3, sensors have been classified in a hierarchy with successive levels including sensors of the next level of price, reliability or general availability (the diagram is reproduced as Figure 9). Thus the inner level contains the really basic sensors found on almost any plant. The task for data mining was to identify whether predictions of a sensor value could be made from sensors lower in the hierarchy.
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Figure 9: Successive levels of sensors

The data used to construct the data mining models had previously been cleaned by INRA through the data validation procedures identified in D2.2. Time gradients as well as data values were provided. For this work the data records were randomly split into training and out-of-sample test sets.

Linear regression was used to provide an indicative ranking of the importance of different input variables. All variables in the same record have the same timestamp. The ranking was done systematically through the forward stepwise regression procedure using the variable with the highest value of F* = (mean squared residual /mean squared error). The Akaike Information Criterion and the Schwarz-Baysian Criterion show similar trends as R2 as variables are added.

Table 4relates the names of the sensors in Figure 9 to the abbreviations used in the following sections.

	pH
	phdig

	Liquid flow
	qin

	T° (temperature)
	tempdig

	Qgas (gas flow rate)
	qgas

	CO2
	co2gas

	VFA
	vfadig

	TOC
	tocdig

	COD
	coddig


Table 4: Sensors and their abbreviations

Gradients are indicated by prefixing with the letter d, e.g. dqgas.

1.4.1.7 Prediction of coddig with linear regression

(a) Using all sensors in all four levels

The order of addition of the data values to predict coddig was tocdig, qin, phdig, co2gas, qgas, vfadig to yield a final adjusted R2 value of 0.979 from a Pearson correlation of 0.99. tempdig is pruned out. vfadig appears so low in the list because it correlates very strongly with tocdig and so has little extra to contribute. tocdig has a correlation of 0.97 with coddig.

(b) Using all sensors in the three lowest levels

The order of addition of the data values to predict coddig was vfadig, phdig, qgas, co2gas, qin to yield a final adjusted R2 value of 0.972 from a Pearson correlation of 0.986. tempdig is pruned out. vfadig is no longer suppressed by the very strong collinearity now that tocdig is absent. vfadig has a correlation of 0.955 with coddig.

(c) Using all sensors in the two lowest hierarchical levels

The order of addition of the data values to predict coddig was co2gas, phdig, qgas to yield a final adjusted R2 value of 0.286 from a Pearson correlation of 0.537. tempdig and qin are pruned out.

Indication from (a)->(c): The clear break within the linear approximation between Level 2 and Level 3 strongly suggests that either Level 3, vfadig, or Level 4, tocdig, is required for the prediction of Level 4 coddig. The strong collinearity between tocdig and vfadig suggests that only one of these is required as inputs. It is not reasonable to draw general conclusions about eliminating tempdig as a variable since it was a set point and did not vary systematically.

(d) Using all sensors and gradients in all four levels

The order of addition of the data values to predict coddig was tocdig, qin, phdig, co2gas, qgas, vfadig, dco2gas, dqgas to yield a final adjusted R2 value of 0.980 from a Pearson correlation of 0.99. Most of the gradients (dtocdig, dqin, dphdig, dvfadig, dtempdig) as well as tempdig are pruned out. vfadig appears so low in the list because it correlates very strongly with tocdig and so has little extra to contribute. tocdig has a correlation of 0.97 with coddig.

(e) Using all sensors and gradients in the three lowest levels

The order of addition of the data values to predict coddig was vfadig, phdig, qgas, co2gas, dvfadig, tempdig, dco2gas, dqgas, dphdig to yield a final adjusted R2 value of 0.973 from a Pearson correlation of 0.986. qin, dqin, dtempdig are pruned out. vfadig is no longer suppressed by the very strong collinearity now that tocdig is absent. vfadig has a correlation of 0.955 with coddig.

(f) Using all sensors in the two lowest levels

The order of addition of the data values to predict coddig was co2gas, dqgas, qin, phdig, dphdig, qgas to yield a final adjusted R2 value of 0.313 from a Pearson correlation of 0.563. dco2gas, tempdig, dtempdig and dqin are pruned out.

Indication from (d)->(f): The clear break within the linear approximation between Level 2 and Level 3 strongly suggests that either Level 3, vfadig, or Level 4, tocdig, is required for the prediction of Level 4 coddig. The addition of gradients to the modelling inputs for these levels does not make a significant difference. There is a change for Level 2 but the original quality of the prediction is poor.
Summary indication: For this dataset, which reflects these specific operating conditions:

· coddig can be modelled using vfadig, phdig, qgas, co2gas, qin, when prediction is on basis of current record timestamp values.

· Linear regression provides a good indication that Level 4 can be modelled using Level 3, Level 2, and Level 1 inputs.

1.4.1.8 Prediction of vfadig with linear regression

(a) Using all sensors in the two lowest levels

The order of addition of the data values to predict vfadig was phdig, qgas, tempdig to yield a final adjusted R2 value of 0.449 from a Pearson correlation of 0.671. co2gas and qin are pruned out.

Summary indication: For this dataset, which reflect, these specific operating conditions:

· vfadig cannot be well modelled when prediction is on basis of current record timestamp values of Level 1 and Level 2 sensors.

1.4.1.9 Prediction of coddig with non linear regression

(a) Using all sensors in the relevant lower levels

The R2 values and Pearson correlations across the Levels are very close to the corresponding linear regression values. The R2 values are:

· 0.979 with Level 4, Level 3, Level 2, Level 1 sensor data

· 0.97 with Level 3,Level 2,Level 1 sensor data

· 0.293 with Level2,Level1 sensor data.

The relative importance using sensitivity analysis with all variables was (vfadig 0.505), (tocdig 0.477), (phdig 0.432), (co2gas 0.308), (qgas 0.116), (tempdig 0.033), (qin 0.016). The clear break then indicates that like the linear regression case a Level 3 sensor data is needed to predict coddig. Paired and unpaired t-test accepted all predictions at the 95% level indicating that the test was unsuitable as a discriminator; the predictions with a low number of sensors had a much smaller variance than the target data.

1.4.1.10 Prediction of vfadig with non linear regression

(a) Using all sensors in the two lowest levels

All of the data variables from Level2 and Level1 were used to predict vfadig from phdig, qgas, tempdig, co2gas, qin to yield a final R2 value of 0.895 from a Pearson correlation of 0.946. co2gas and qin are pruned out. The relative importance using sensitivity analysis was (phdig 0.736), (qgas 0.679), (tempdig 0.563), (co2gas 0.482), (qin 0.249). This ordering follows that found using linear regression with forward stepwise procedure in 3.1.2.3(a). However, plots of the residual indicate that the model underestimates the main peak and overestimates a subsidiary peak.

Summary indications: For this dataset which reflect these specific operating conditions:

· coddig needs a Level 3 or Level 4 sensor value for an acceptable prediction and the summary statistics for Linear Regression and Non-linear regression are very similar.

· vfadig can be modelled using Level 2 and Level 1 sensor readings although the main peak is under-estimated and another is over-estimated. This general agreement is different from what was found in the case of linear regression.

· t-tests on the mean value are not sensitive enough to distinguish between models.

1.4.2 Prediction intervals

Members of the project team have developed a robust method of calculating prediction intervals, P, using the neural net to determine a generalised non-linear regression with a least squares cost function
.
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This has been widely tested on a range of data. The important thing is that error model and Prediction Risk can be derived for unseen targets and so can be applied to new predictions. Figure 10 shows an example for the prediction intervals for coddig using Level 3, Level 2, and Level 1 data. There were 10 hidden layer nodes in the neural net model. coddig data is the actual experimental data while the bands are the neural net predictions of the prediction limits. The predicted values of coddig have been suppressed from the diagram because they are so close to the experimental points as to obscure the diagram. 80% of the actual data points fall within the 95% prediction bands and a further 13% fall are cluster close in the next 0.3g/l. (t is the standard Student-t function, n is the number of data points in the training set, k is the number of degrees of freedom(variable parameters for the neural net), x is the input record vector (omitting timestamp values), 
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is the point variance. Straight lines indicate the effect of interpolation when data points are missing from test data.
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Figure 10: Prediction intervals for coddig

1.4.3 Lagged regression

Lagged regression is used to predict forward in time the value of a variable from historic values of other variables. Autoregression includes the predicted variable in the predictors. Lagged regression can accommodate missing sensors while autoregression needs prior timesteps of the predicted variable. The time variable is the explicit time interval between time for which the prediction applies and the set of predictor variables.

We applied a linear autoregression to predict coddig(t) from vfadig(t-0.5hr) and coddig(t-0.5hr), and d(vfadig(t-0.5hr))/dt. As would be expected this gave a very good estimate of coddig(t) over the whole experimental time range with negligible residual.

Without autoregression, using the variables vfadig(t-0.25d), d(vfadig(t-0.25d))/dt and pHdig(t) we obtained adjusted R2 of 0.907 for the prediction of coddig 6 hours forward. The time gradient of vfadig at 6 hours lag ranked ahead of the pHdig(t). However Figure 11 shows there are significant large residuals, although most gross trends are predicted. coddig is the experimental data, $E-coddig is the prediction from linear regression and coddig_res is the residual 
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Figure 11: Lagged prediction of coddig

1.4.4 Exploration of models for Agralco industrial plant

A series of linear regression and neural net models were constructed to predict CODt_dig (coddig in our usual terminology) for the Agralco Industrial plant based upon data from 2002 through to 2004; there was an overlap between daily and hourly measured sensor data that covered the period from 9 January 2002 to 6 January 2004. However there were many incomplete records in that period and only 369 daily composite records were constructable.

The six Venn variables were grouped in sets for input labelled V1 = {tempdig, pHdig, qin}, V2= {qgas, co2gas}, V3 = {vfadig} in this investigation. Using both forward and backward stepping linear regression it was found that vfadig was the only variable that was not eliminated on the basis of F* criteria. Using sensitivity analysis with a neural net model it was found that a similar characteristic emerged.

	
	LR_V3V2V1
	LR_V2V1
	NN_V3V2V1
	NN_V2V1

	R2
	0.966
	0.496
	0.961
	0.639

	Correl
	0.983
	0.704
	0.980
	0.799

	t-test 
	0.263
	1.287
	0.162
	0.397

	MSE
	0.525
	7.940
	0.598
	5.503

	ME
	-0.108
	-0.441
	-0.066
	-0.153


Table 5: Summary fitting characteristics of selected models

The values of R2 show that both the linear regression and the neural net models derived from the input sets containing V3 predict values that are well correlated with the measured data for the out-of-sample test set. When V3 is absent then models are much poorer; in particular it is worth noting that the expected value of the mean square error, MSE, can be used as a proxy for the prediction risk and this increases by a factor of 10 in both types of regression. The critical value of the t-test for 5% significance is 1.96 for the mean of the digester data to be the same as the mean from the predicted model. ME is the mean error. The neural nets were constructed using 5 logistic hidden layer nodes, all the inputs designated by the included Venn levels. Early stopping on a randomly selected validation set was used. MSE was stable for the addition of extra nodes up to 15 and no specific minimum was identified.
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Figure 12: Predictions of CODt_dig

In Figure 12 is plotted the prediction of CODt_dig against the experimental measurements; units are scaled by 1/1000.

The use of data mining in decision support

Data mining is concerned with discovering ‘valid, novel, useful and understandable patterns in data’. Given such a definition, there is clearly not an immediate correspondence with decision support. Some further analysis and consideration of usage will be needed in order to apply these discoveries to supporting decisions. In the preceding section, some of these discoveries in the context of TELEMAC have been presented. The question now is how to apply those discoveries to supporting decisions.

As mentioned in the introduction, a distinction can be made between a system running continuously at the local plant and providing advice to the operator, and a system running at the TCC either for the same purpose or for set-up, maintenance and improvement of the local system. Figure 13 shows a model for data mining in general decision support of the TELEMAC type. It encompasses both these possibilities.
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Figure 13: A model of data mining in decision support

The three ellipses represent the three important functional components, and do not commit to how they are implemented: they might be pure software systems, or require some manual intervention. Note that the word ‘rule’ is used for simplicity to encompass the results of any data mining method such as rule induction and neural nets.

The rule re-generator is responsible for analysing historical data (possibly from multiple plants) to produce a set of ‘rules’ that are passed to the rule applicator, the component that runs continuously, matching these rules against incoming data for the particular plant and presenting consequent advice to the operator. Note that the rule re-generator may include methods and tools for establishing and refining the form of the rules, as well as inducing rules of a given form; for example, determining the optimum number of process states, or whether liner regression is sufficient.

In order to close the loop, it is necessary to allow for feedback from reality. Advice is being presented to the operator, but perhaps, for whatever reason, it is not perfect. The rule re-evaluator is the functional component that compares the results of applying the rules with reality, and if there is a divergence requests re-generation. This component is the one that is often ignored in data mining applications, or at any rate glossed over. It is certainly true that the rule re-evaluator is less likely to be a pure software component—though it might be in principle. Instead it is more likely to involve human intervention in judging when the rules are generating advice that deviates from reality and in determining the nature of the required re-evaluation.

In order to make the above model concrete for a particular situation, some important questions must be answered.

1. How is a particular functional component realised?

2. What input does it need to work on? How does it obtain that input (the interface, if it is realised in software)?

3. How does it communicate with the next component in the cycle?

4. How is its external output implemented?

In the case of TELEMAC, these questions are considered in the following section of this deliverable. The discussion relates to the overall model of the functioning of a TELEMAC integrated system, and to particular interfaces that are needed.

1.5 Integration with other TELEMAC components

1.5.1 The rule re-generator

The rule re-generator is where data mining in the technical sense takes place: running algorithms to analyse historical data and generate ‘rules’ that can be applied for decision support. It is responsible for establishing the form of rules, as well as particular instances. The rule re-regeneration function is performed at the TCC, and done at set-up of a new plant with the TELEMAC system. The rules produced are transferred manually into the TELEMAC system running at the local plant. The process may be repeated when re-generation is required. In any case it is not a continuous process.

The rules that are the output of re-generation, and are transferred to the local plant, take the form of described in section 2 for decision support at the local level. Data mining techniques are used to refine the form and content of these rules. The data mining is not one single operation, but uses the results presented in section 3.1. The way in which these results are used will depend on the needs of the particular plant; this is something that will be better understood as experience is gained. However it is possible to offer the following general view.


[image: image20.wmf] 

Clustering of 

process states

 

Sensor selection/ 

combinations

 

Forward time 

prediction of 

variables

 

Estimation of missing 

or validation variables

 

Assessment of 

current process 

state

 

Estimation of 

prediction intervals

 


Figure 14: Application of data mining in TELEMAC context

Figure 14 shows the sequence of data mining operations that is available based on the results presented above. None of these operations is obligatory; the choice will depend on the individual plant, the availability of data (quantity and quality), the priorities for decision support, etc. However the diagram illustrates the logical sequence, starting with preliminary analysis to determine meaningful and accurate process states, followed by assessment of the sensors available and the substitutions or validations that can be made, leading to estimation of values, optionally with associated prediction intervals, and finally to assessment of the overall process state—the local decision support rules.

The rule re-generator takes input from the TCC database, allowing long runs and multiple plants. Access to the data is either through MySQL query direct to the database, or through downloading selected data from the TCC user interface.

1.5.2 The rule applicator

The rule applicator operates at the local plant. It is a software component that queries the local database and fires the rules obtained from the re-generator, presenting the results in the form of advice to the operator.

1.5.3 The rule re-evaluator

The way in which the rule re-generator is to be realised within TELEMAC is not yet fully clear, and will probably only become clear with long-term experience in use. It is not yet possible to say to what extent periodic re-generation of rules will be needed, or what will be the underlying reasons that make it necessary. Possible causes are changes to the operating regime of the plant, long-term changes in performance (e.g. due to reduction in effective volume through sludge build-up), and addition or replacement of sensors. However this uncertainty is not seen as a serious problem; indeed it is a strength of the TELEMAC design that it can be accommodated. The simplest scenario is that the local operator notices that the decision support is becoming inaccurate, and requests a re-generation by the TCC. The re-generation process as outlined above can then be applied in the same way as for the initial set-up. In time, a more automatic process can be imagined.

Work to be done for the final supervision system (in D4.5)

The remaining work for the final version of the decision support system within the TELEMAC supervision system can be divided into two areas:

· finalising the scientific investigations of data mining;

· incorporating the results in their final form into the TELEMAC pilot sites and customisable platform.

The TELEMAC customisable platform is intended to be an adaptable framework with a range of methods, techniques and tools that can be used to build a TELEMAC-enabled wastewater treatment plant and TCC. The platform will not be a self-contained ‘product’, but rather a collection of components of different natures that must be applied in different ways. We have already seen that the nature of the rule re-evaluation is not clear, and yet that it need not be completely defined to take its place as a valuable part of the TELEMAC platform. Work in the remainder of the project will focus on preparing the decision support components for delivery to the TELEMAC platform. This will include the user interface for the decision support system, and the integration within the TELEMAC local and remote software.







� See the following sources:


J. V. Healy, M. Dixon, B. J. Read and F. F. Cai, ‘Confidence in data mining model predictions from option prices’. Proceedings of the IEEE, IECON03, 2003, pp.1926-1931.


J. V. Healy, M. Dixon, B. J. Read, F. F. Cai, ‘Confidence and prediction in generalised non linear models: an application to option pricing’, International Capital Markets Discussion Paper 03-6, 2003, p.1-42.


M. Dixon, J. R. Gallop, S. C. Lambert, J. V. Healy, ‘Experience with data mining for the anaerobic wastewater treatment process’, Systems Analysis Modelling Simulation (to appear).
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